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Abstract

Recent years have seen a surge in development of formal
ontologies within the domain of built environment. Yet,
experts like novices face difficulties in locating relevant
ontologies, hampering the use of ontologies. Besides,
these ontologies demonstrate a range of development
maturity. This highlights a gap: the need for a
continuously updated repository to help users in
discovering, evaluating and (re)using ontologies. This
paper presents the Ontology Lookup Service for the Built
Environment: BE-OLS, which allows to easily find and
consult existing ontologies. It also enables researchers to
find gaps or redundancies to help bring some order to the
current state of the field.

Introduction, background and motivation

Semantic web technologies and linked data

Semantic Web technologies and Linked Data are a set of
standards to enable machines to share and reuse data over
the Web (W3C, 2023). They have gained significant
traction in the construction industry over the past decade
with official standards published on this subject, such as
EN 17632- 1:2022 (CEN, 2022). Linked Data -based
solutions offer several advantages, including improved
semantic and technical interoperability, seamless
information exchange between tools and platforms, the
ability to link information across domains, and support
for logical reasoning (Berners-Lee et al., 2001; Pauwels
et al., 2017). These advantages address the challenges
posed by the heterogeneous nature of the Built
Environment (BE), where traditional monolithic data
models have proven inefficient for managing and
exchanging the diverse data associated with the
construction products and processes (Borrmann et al.,
2024).

Ontologies

As part of the Semantic Web stack, formal ontologies are
explicit, structured, machine-readable, shareable,
reusable, and web-compliant seta of vocabularies (classes
and relationships) used to represent and transfer
knowledge within a domain (Gruber, 1993). Modelled
based on the Resource Description Framework (RDF)

and Web Ontology Language (OWL), an ontology
provides a set of logically interconnected concepts in a
universe of discourse. This method also enables the
scalable integration of smaller, specialised data models,
each designed to focus on specific areas within the built
environment. Formal ontologies modelled based on RDF
and OWL facilitate Linked Open Data querying across
diverse data sources.

Ontology development and recommendations

Like any artifact, ontology development follows a
lifecycle. This typically includes the following steps:
Defining  requirements;  Extracting terms and
relationships; Conceptualising a basic model; Searching
for ontologies and vocabularies to reuse; Selecting their
suitable elements; Developing the ontology with
appropriate tools and naming conventions; and
evaluating it for logical consistency and usability
(Radulovic et al., 2015).

An important recommendation by W3C is the alignment
of new ontologies with existing ones by reuse or
extension to avoid creating unnecessary new and
redundant vocabularies (Villazon-Terrazas et al., 2011).
Ontology alignment and reusing existing classes and
properties reduces the disconnection of individually
curated data models, enables Linked Data and minimises
development time. Most of the frequently used ontology
development methods also recommend reusing terms
from existing ontologies (Alobaid et al., 2019; Poveda-
Villalon et al., 2022). To promote reusability, they further
recommend that ontologies include machine-readable
metadata and human-readable online documentation.

Linked Data aims to provide interoperability over
heterogenous datasets in a machine-understandable way.
To ensure that ontologies and linked datasets over the
Web are not only developed for their own sake, but are
actually accessible and reuseable (Janowicz et al. 2014),
several guidelines were developed and adjusted over the
years.

The evolution of best practices for publishing and using
Linked Data began with Berners-Lee’s “Linked Open
Data 5 Star rating system” in 2006. A star is granted if
the logical sequence is followed: (1) Being available on



the internet in any format, (2) being structured and ready
for automated reuse, (3) being accessible in an online file
format, (4) incorporating all of the above while also being
available in RDF format (5) and finally, including
metadata  for  enhanced  discoverability  and
interoperability (Berners-Lee, 2006). Later in 2012,
Bernard Vatant criticised that following the above rating
system only make 5-star data, which are not as useful if
the vocabularies are not well-designed. He proposed the
“5-Star Linked Data Vocabulary” to emphasise that a
semantically-valuable “good” linked data needs good
vocabulary. To this end, Vatant (2012) proposed five
principles: (1) Publishing the vocabulary on the Web at a
stable Uniform Resource Identifiers (URI), (2) providing
natural language documentation, (3) providing labels and
descriptions for the documentation, (4) making the whole
thing available in a dedicated URI wusing content
negotiation, (5) and reusing concepts by establishing
links between vocabularies.

With similar ambitions, Janowicz and colleagues (2014)
proposed a “S-star system for Linked Data vocabulary
use”, with stars going from 0 to 5. (0) No web-accessible
description of the used vocabularies, (1) Having a
dereferenceable human- readable information about the
used vocabulary. (2), information is available as
machine-readable explicit axiomatization of the
vocabulary, (3) having them linked to others, with (4)
metadata about the vocabulary available in a
dereferenceable and machine-readable form, (5) where
these vocabularies are linked to by other vocabularies. In
their definition, the 5 star is bestowed when it reflects the
external usage and perceived usefulness. It is the only star
on which the creator of the vocabulary has limited
influence on.

In 2016, “FAIR Guiding Principles for scientific data
management and stewardship” was published to advocate
machine-actionability —and support higher data
computation (Wilkinson et al., 2016). Adopting the FAIR
(Findable, Accessible, Interoperable and Reusable)
principles for Linked Data is seen as necessary to improve
the development and usage of ontologies for both humans
and machines (Alobaid et al., 2019):

e Findability: is the first step in reusing data
(Wilkinson et al., 2016). Data should be easy to locate
by both humans and computers.

® Accessibility: Once found, users should be able to
access data using standardised, open and free
protocols.

o [nteroperability: Data should integrate with other
datasets and systems for analysis and exchange.

® Reusability: Data should be well-described and
documented so it can be reused in different contexts.

As part of the FAIRSFAIR project, Hugo et al. (2020)
published 17 recommendations and a list of 14 best
practices for applying FAIR principles to enable semantic
interoperability and improve the global FAIRness of
semantic  artefacts (e.g., ontologies, controlled

vocabularies, thesauri, and taxonomies).

Most recently, the Onto4Reuse framework has been
proposed by Moreira and colleagues (2024) to facilitate
ontology reuse. It introduces a reference architecture for
ontology reuse based on four key components: (1)
ontology design patterns within an Ontology Pattern
Language (OPL), (2) ontology matching based on the
Unified Foundational Ontology (UFO), (3) reverse
engineering for grounding operational ontologies in a
foundational ontology, and (4) compliance with FAIR
data principles. They proposed that enriching domain
ontologies with foundational ontologies, i.e., high-level
or upper ontologies, promotes their role as semantic
bridges for aligning domain ontologies. This is consistent
with an earlier work by Martins et al. (2023) who
proposed the Ontology for Ontology Analysis (O40A), a
reference conceptual model anchored in UFO, to bridge
gaps between (meta)ontological requirements and
domain-specific conceptualisations to achieve conceptual
clarity and terminological alignment.

Ontology discovery

Hugo et al. (2020) stressed the importance of enabling
interoperability and making semantic artefacts
discoverable through search engines. It must be
highlighted that Findability (as promoted through FAIR)
is not the same as Discoverability. Even though most
ontologies are now published on the Web, they are often
discovered through academic outlets, word of mouth,
search engines, often with the help of luck. As a result,
even high-quality data resources can remain unused,
despite having identifiers and rich metadata, simply
because their existence is unknown (GO FAIR, 2025).
More explicit indexing is thus needed, ideally through
repositories and web-based services.

Initial effort to collect existing ontologies were made by
listing them in reports published as PDF files
(StandICT.eu et al., 2023). Going a step further, several
domain-specific ontology registries have been developed.
For example, the Ontology Lookup Service (OLS)
provides a centralised platform for accessing ontologies
within the biomedical domain (Ontology Lookup Service
(OLS), 2024). Finally, efforts were made to not only list
but also evaluate ontologies, typically with regard to their
level of FAIRness. An example is the DBpedia’s Archivo
with more than 1,800 registered ontologies. It evaluates
the minimum viability of ontologies based on retrieval,
license and consistency, awarding a "star" for each
fulfilled parameter (Frey et al., 2020)

Automated ontology evaluation

In order to organise and automate the evaluation of
ontologies, a series of studies developed web-based tools
and platforms, each reflecting diverse objectives and
evaluation criteria. The OntOlogy Pitfall Scanner!
(OOPS!) was developed to evaluate ontologies for
potential errors and their level of compliance with the
FAIR principles (Poveda-Villalon et al., 2014). It was
later extended into the OntOlogy Pitfall Scanner for



FAIR (FOOPS!) that also provides an overall FAIRness
score, with detailed insight on compliance with each of the
FAIR principles (Garijo et al., 2021).

Archivo’s evaluation system assesses ontologies based
on retrievability, licensing, and consistency. An ontology
with zero stars is considered unusable, as it is neither
retrievable nor parseable; reasoning and querying is not
possible in such cases. A one- star ontology is
automatically retrievable and parseable, but lacks a clear
or usable license, negatively impacting its practical
applicability. Two-star ontologies include a license
statement, but it requires manual inspection or extra
coding effort for verification. An additional star is
granted if the license statement meets minimal
interoperability standards, improving usability. Finally,
the highest rating, adding two stars to the existing four, is
awarded if the ontology successfully passes a consistency
check by a reasoner, ensuring that loading it into an
inference system is likely to succeed (Frey et al., 2020).

Another example is Open Biological and Biomedical
Ontology Foundry, which employs the OBO principles
with 20 distinct points (some similar to FAIR), an
experimental OBO score, and metrics to evaluate the
biomedical ontologies (Jackson et al., 2021).

Ontologies in the Built Environment

In the context of the built environment, a rapidly growing
number of ontologies have recently been developed to
meet specific objectives and for data integration and
automation. They either define the new and necessary
ontological classes and relationships, or extend existing
ontologies (Farghaly et al., 2023). In section Method and
Results, we present an initial reasonably exhaustive list of
more than 100 ontologies for the built environment.

As highlighted earlier, reusability is an important
principle in ontology development (Villazon-Terrazas et
al., 2011). However, as our results show (see section
Method and Results), ontology reuse within the existing
landscape of BE ontologies remains under-practiced.
Figure 1 summarises a root cause analysis of this issue.
Ontologies in the BE domain have frequently been created
in isolation, which makes their discovery and reuse
difficult (Farghaly et al., 2023). Despite ontology
developers recognising the importance of reusing other
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ontologies or making their ontologies reuse-friendly, they
often opt not to pursue it or only reflect on it a posteriori.
For instance, this was observed in the development of the
FFDR ontology, where ontology alignment was thought
about in the last step, only to realise that this would
significantly restructure their data model (Guyo et al.,
2023). This example highlights the issue of ontology silos
and isolation, where ontology development is not the
main goal, but a step towards a bigger goal that
overshadows the aspect of usage of the ontology by others
beyond the scope of the project.

Furthermore, ontologies are no longer used only by
ontology engineers and experts, but also by less
experienced users in various domains. However, since
ontologies are scattered across the Web and often lack
proper documentation, discovering, navigating, and
assessing their quality and potential for reuse is not a
trivial task.

There is, thus, a clear need to stop the current unmanaged
development of ontologies in the BE domain, evaluate
their quality, enhance their compliance with FAIR
principles, rationalise and facilitate their reuse, and make
them overall more discoverable.

As an earlier attempt to systematise ontologies related to
the BE, the study of Poveda-Villalon et al. (2014) created
SmartCity.LinkedData.es, an ontology catalogue for
smart cities and related sub-domains (e.g., energy,
climate, buildings), incorporating ontology evaluation
features based on the earlier-described Linked Open Data
5-Star rating system. Further, some volunteer-driven
initiatives aimed to collect and compare smart building-
related ontologies (Tiwari, 2022). However, these
initiatives offer snapshots and are often limited in scope,
or are too general (e.g., Archivo) and/or are not
systematically maintained - e.g., Smartcity.linkeddata.es,
are discontinued.

This paper thus reports the initial results of a collective
effort by members of the EC3 Modelling & Standards
(M&S) Committee to develop an Ontology Lookup
Service for the Built Environment domain, BE-OLS. The
ultimate aim is to develop a repository and service
enabling ontologies users and researchers to find and
rapidly assess the suitability of existing ontologies for
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Figure 1: Root cause analysis of lack of reusability of ontologies in the BE domain.



Table 1: BE sub-domains considered for the ontology classification.

Acoustics Facilities Management Planning Permission

Air (quality) Fire Safety Production (Process)

BE Product (Building) Geographic Information Quality

BE Product (Infrastructure) Geometry Resources

Circular Economy [oT Sensors/Actuators Safety

Comfort LCA Structural (Performance)
Cost Lighting Water

Energy Materials Weather/Climate
Fabrication Mobility

their specific use cases in the BE domain. The service
formally reports FAIR compliance issues in a more
granular and practical-usage -oriented way, the service
will hopefully also motivate ontology owners to review
and improve compliance. Finally, the service may help
identify opportunities for ontology rationalisation as well
as ontology gaps.

Method and results

A BE-specific OLS would address many challenges in
ontology discoverability, accessibility, interoperability,
reusability, practical usability evaluation, and ultimately
better use of ontologies in the field. To establish such a
domain-specific repository, we followed a multi-step
process detailed in the following sub-sections:

1. Ontology collection

2. Database development
3. BE sub-domain ontology classification
4. Ontology evaluation
5. OLS development
Ontology collection

We gathered ontologies through web and Scopus
searches, building on the existing extensive knowledge
from the authors. All authors contributed independently
to that search, which yielded various sources, including
academic papers, white papers, and domain- specific
searches (e.g., circular economy ontologies for the built
environment), whose systematic review sometimes
revealed other relevant ontologies.

Database development

As an initial step in our overall project, the collected
ontologies were compiled into a structured database table.
Each entry was annotated with metadata including
publication year and version, BE sub-domain
classification, FAIR evaluation score through the FOOPS
service, licensing, URI (when available) and connection
to upper and domain- specific schemas. Some of this
information was collected from ontology sources but BE
sub-domain classification and the evaluation required
expert and external evaluations done by the M&S
committee members.

BE sub-domain classification

For the BE sub-domain classification, the sub-domains
listed in Table 1 were established by the team from their
knowledge of the BE domain alongside their review of the
retrieved ontologies. Each ontology was then given a
Primary sub-domain classification and a Secondary sub-

domain classification from that list, in order to reflect the
fact that some ontologies are often established to provide
semantic bridging between two such sub-domains.

Ontology evaluation

We initiated the development of an evaluation framework
that complements the FAIR and 5-star systems, with a
specific emphasis on the data integrations needs of the
Built Environment.

The framework aims to be data- and evidence-driven.
During the initial data collection and database
compilation, several shortcomings in the available
metadata of existing ontologies became evident. Some
failed to meet even basic metadata and data quality
standards. All these shortcomings were flagged and
documented, forming the foundation of our evaluation
framework. In the next step, we scrutinised the available
web-based ontology catalogues and the way they evaluate
ontologies (cf. sections Ontology discovery and
Automated ontology evaluation) and observed that their
evaluations are based on the FAIR principles. And, while
they provide an understanding of the metadata
completeness of the ontologies, they do not offer
sufficient insights into the practical applicability of
ontologies.

Being computationally sound, syntactically valid and
algorithmically compliant with FAIR and Linked Data
principles ensures that an ontology is well-formed,
logically consistent, and machine-processable. Not being
fully FAIR compliant does not mean an ontology is
irrelevant, and FAIR compliance does not account for
alignment or practical usability in its intended context. As
such, the evaluation presented in this study differs from
FAIR in a few key areas. It does not conflict with FAIR
but it (1) has a domain-specific evaluation angle (in our
case, the BE domain); (2) and it accounts for ontologies
whatever their level of FAIR compliance, even if they do
not have a URI.

Our evaluation 1is conducted along five axes:
Connectivity, Accessibility, Documentation & Reuse,
Quantity and Robustness. Each axis consists of three
evaluation criteria. The evaluation of each criterion relies
on a simple binary assessment. If an ontology meets the
criterion based on predefined guidelines, it is marked
"YES" (1 point); otherwise, it is marked "NO" (0 point).
Each axis can thus receive a score between 0 and 3.
e Connectivity: Assesses how well the ontology
connects to upper ontologies, and other domain
ontologies (here BE) and meta-schemas.



® Accessibility: Assesses whether the ontology is
available as a URI, in a serialised format, and has, at
least, a conceptual data model.
® Documentation & Reuse: Assesses documentation
clarity, use of annotations, and whether the ontology
has been reused or extended.
e Quantity: Assesses the ontology's size, attribute
richness, structural complexity and density.
® Robustness: Assesses the validation and verification
techniques used in the ontology development, and
checks if real-world use cases were used to ensure
practical reliability.
To date, we have only completed the development of the
first three axes. For example, the three criteria for the
Connectivity axis are: alignment with upper ontologies,
alignment with other BE ontologies, and alignment with
BE domain meta-schemas. Connectivity to upper schemas
is just as important (if not more so) as connectivity to
domain- specific ontologies, also noted by Moreira et al.
(2024). For example, if an ontology incorporates upper
ontologies such as FOAF or VANN, it is considered
aligned with general Semantic Web standards. Note that
we have excluded RDF, RDFS, OWL and XML from the
evaluation of this criterion, because these are constituents
of any ontology by default. For the BE domain meta-
schemas, we have limited our list to the meta-schemas
reported by Fierro and Pauwels (2022): Project Haystack
(PH), Brick Schema (BRICK), Real Estate Core (REC),
Building Topology Ontology (BOT), SAREF for
Buildings (S4BLDG), SOSA / SSN, Google Digital
Building Ontology (DBO).

OLS development

We built the BE-OLS web platform using HTML, CSS,
and JavaScript, which is connected to our dataset. The
BE-OLS, shown in Figure 4, is freely accessible at
https://cyberbuildlab.github.io/BE-OLS/. The BE-OLS
code is publicly available on the GitHub repository:
https://github.com/CyberbuildLab/BE-OLS.

Results
Database

Our research led to the identification of 110 BE
ontologies. As shown in Figure 2, a first observation is
that 22 of the identified 26 sub-domains are the primary
focus of at least two ontologies, confirming both the
relevance of the selected sub-domains and the broad scope
of development of ontologies in the BE domain. On the
other hand, 5 of the sub-domains are the primary focus of
more than 5 ontologies: BE Product (Building), IoT
Sensors/Actuators, Production (process), Energy and
Information Management. While, within each sub-
domains, the ontologies may be complementary, this
could also suggest “over-crowding” with the resulting
need for some rationalisation.

Evaluation Framework

Observation and Evidence-based Criteria

During the database compilation step, we noticed that the
metadata and level of details vary greatly from one
ontology to another. These variations were recorded and
discussed to see how impactful they are on usability and
discoverability of the ontologies. When assessing publicly
accessible URIs, we also noticed a pattern: ~25% of the
collected ontologies provide only downloadable
serialisations without a persistent URI where the ontology
is hosted and explained in human-readable language. This
distinction actually resulted in some refinement of our
evaluation framework.

Another key observation was the varying levels of
alignment between ontologies. Figure 3 shows a network
graph presenting the alignment among BE ontologies,
with the size of each node (ontology) representing the
extent to which that ontology is reused/extended by other
BE ontologies. BOT (15), SAREF Core (10), S4BLDG
(3), SOSA/SSN (5), SEAS (5), DOT (5), IFC4-ADD2 (4)
appear to be the most commonly reused ontologies. As
expected (hoped), these include a few of the meta-
schemas identified by Fierro and Pauwels (2022),
although PH, BRICK, REC, LBD and DBO ontologies
are not in that list. SEAS is the Smart Energy Aware
Systems — Core ontology, DOT is the Damage Topology
Ontology, and IFC4-ADD2 is ifcOWL ontology
(IFC4_ADD?2). Figure 3 also brings to light that 29 BE
ontologies (> 25%) are not aligned with any other BE
ontologies. While this could at times be somewhat
justified (very niche sub-domains?), this generally
suggests inadequate reuse practice in ontology
development. These insights reinforced the need for an
evaluation framework that not only considers technical
completeness or expressiveness, but also explicitly
assesses inter-ontology alignment within the broader
domain as an aspect of practical adoption and usability.

Frequency

Primary Domain

Figure 2: Distribution of the BE ontologies across their
primary domains of application.

capture the extent to which an ontology is embedded in
the broader network of practice, which makes it more
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likely to be adopted and extended. Overall, the way an
ontology is reused, and how it reuses others, has a
cascading impact on the structure and quality of the
ontology that depends on it.

Our investigations showed that some ontologies are
locked within scientific articles or exist solely as
conceptual models, without ever being made available to
users in a machine-readable, structured, reusable format.
A conceptual model (e.g. diagrams in a PDF or paper) is
not machine-readable; hence, not usable in applications.
In other instances, ontologies may have a serialisation
available, but not hosted at a persistent and
dereferenceable URI, making them machine readable but
preventing users from accessing human-readable
documentation. While having a structured format (e.g.
RDF, TTL files) is an improvement over a simple
conceptual model, it is not FAIR-compliant without being
also accessible via proper metadata or persistent URIs.
The accessibility evaluation axis considers these
observations to assess whether an ontology has
progressed beyond a conceptual model into a reusable
format, and minimally available at a dereferenceable URI.
We observed two distinct cases of minimal accessibility:
(1) Material Passport Ontology (MPO) introduced as a
conceptual model, without a serialisation, a controlled
case study, verification, or validation (three factors that
form the foundation of Robustness in our evaluation
framework) (2) In contrast, Building Design Ontology
(BIMDO) has a complete, validated, and verified data
model, yet, lacking a publicly available URI or
serialisation.

We also observed that there were varying levels of
machine- and human- readable descriptions across the
ontologies. Most ontologies provided human-readable
documentation. But there were instances where no
human-readable descriptions were available or labels and
annotations were entirely missing. In such cases, ontology
reuse becomes significantly more challenging. Lack of
proper “plain English” documentation makes it difficult
for users to interpret, use and reuse an ontology
effectively. For example, the Building Circularity
Assessment Ontology (BCAO) lacks any accompanying
human-readable documentation accessible through a URI.
In addition, its serialisation contained no further
annotations, such as rdfs:comment or
dcterms:description.

BE-OLS Platform

The developed BE-OLS Platform is shown in Figure 4.
On the main page (Figure 4a), all ontologies are displayed
as cards, each containing key information, including:
name, acronym, domain, sub-domain(s), FAIR score and
a spider chart visualising the evaluation results across
three axes: Connectivity, Accessibility, as well as
Documentation & Reuse.

W e o
Figure 3: Network graph of the alignment among BE
ontologies

Each card includes a button linking to the ontology’s
dereferenceable URI. Clicking on a card redirects users to
a detailed ontology page (Figure 4b), where the user can
view all the information contained in the database for that
ontology, including a breakdown of how the ontology has
been assessed against the evaluation criteria,
accompanied by the spider chart. The platform offers two
search functions: (1) Search by domain, filtering
ontologies based on their primary domain as
demonstrated in Figure 2; and (2) General search,
enabling users to enter any term or digit in the search box
to query the entire database.

Note that we have so far identified five ontology clusters:
COGITO, BIMERR, Digital Construction, Brick and
SAREEF. If an ontology is part of a cluster, this is reported
on the individual ontology pages. This part aims to guide
the user to see the rest of the ontologies of that
cluster/family.

Discussions

The initial purpose of this work was to enhance
discoverability and provide BE user -centric insights into
the relevance and reliability of an ontology. As a result,
we developed a BE-customised lookup service equipped
with a customised evaluation system that aims to help
stakeholders assess the relevance and reliability of an
ontology within its broader domain, in order to determine
if it meets their needs. It must be noted that, while the
evaluation contributed is shown with focus on the BE
domain, it is not domain-specific and can be used in other
domains.

The BE-OLS presented in this work is separate from other
platforms. For example, Linked Open Vocabularies
(LOV) (Dumontier et al., 2017) is a general collection of
well-documented vocabularies that partially supports
automatic discovery, whereas BE-OLS is a collection of
domain-specific ontologies, encompassing ontologies at
various levels of development maturity, including those
described only in academic articles (which consequently
affects their evaluation scores), with the aim of providing
a more comprehensive understanding of the ontology
landscape in the BE domain. Our evaluation framework
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Figure 4: The BE-OLS platform. (a) A snapshot of the main page of the BE OLS cards, filter and search function; (b) A
snapshot of the Individual ontology details display

adds to FAIR evaluation tools (e.g. FOOPS) by focusing
not only on its technical soundness, but also on the
“knowledge” it encodes, its conceptual clarity, and its
potential to be understood and reused within the broader
domain. Because this knowledge is embedded within the
ontology's structure and constrained by its formal
constructs, certain aspects not specifically addressed in
FAIR, become essential such as evaluating alignment
with upper ontologies and other domain ontologies.
Indeed, understanding how and to what extent an
ontology is aligned with other vocabularies impacts its
appeal for reuse. If an ontology developer does not know
how an existing ontology works and how it fits in the
broader domain, then they cannot reuse it correctly. When
users compare ontologies, those with stronger and clearer
semantic connections will be preferred over isolated or
poorly aligned alternatives. Adequately documented
vocabularies (including through plain language English)
is naturally also important to ensure that it is
understandable and reliable.

Limitations and future steps

Our search for ontologies in the BE domain remains a
work in progress, with more ontologies to be added to the
dataset. Since BE-OLS is an open project (see GitHub
page above), the whole community can in fact (and is
warmly invited to) contribute to ensure our collection is
complete and our evaluation is robust.

The evaluation framework is also still in the process of
refinement with two axes of the evaluation framework
also remain to be completed: Quantity and Robustness.
Furthermore, the overall ontology evaluation framework
and BE-OLS service need to be formally evaluated.

Finally, we plan to further automate metadata extraction,
streamline the evaluation process.

Future work could also look into the integration of Al (i.e.
LLM) tools to ease ontology searching and analysis.

Conclusion

There is a growing demand for understanding and using
ontologies to achieve higher data integration in the built
environment. Despite efforts to promote open ontologies
through initiatives such as FAIR and Linked Data
principles, there is limited insight into the depth and
breadth of existing formal ontologies across the
heterogeneous domains of the built environment, making

their use, reuse and extension challenging. Ontologies’
existence, semantic interactions within and beyond the
domain, their sub-domain classification, conceptual
structure, practical usability and availability are not
systematically recorded or reported.

The Built Environment Ontology Lookup Service (BE-
OLS) addresses these challenges by providing a
structured repository for ontology discovery, alongside a
customised evaluation framework that benchmarks
ontologies against our Alignment, Accessibility and
Quality criteria. By systematically cataloguing and
evaluating over 100 ontologies, BE-OLS aims to help
practitioners to discover, compare and reuse relevant
ontologies on one hand, and to encourage developing
reuseable ontologies on the other.
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